
1.1 The Normal Distribution 

We have mentioned the Normal distribution before and pointed out its bell-like shape. Just as not 

every rectangle is a square, not every bell-shaped curve is a Normal distribution. Still, the square 

and the Normal are special enough to merit their own name and some study. The probability 

situations we have looked at so far have involved discrete situations where we can list and count 

the possible outcomes. That is the usual situation for categorical data.  

Measurements, on the other hand, can take on any value. The probability that the next patient to 

walk through Dr. Mason’s door will have a weight of 169.82 kg is practically zero.  So is the 

probability that they will weigh 55.29 kg. There are so many possibilities that any one of them 

has next to zero probability.  

Any real number is possible for a normal distribution! It is one of the mysteries of the infinite 

that under those circumstances the probability of any particular value is 0. What we are actually 

likely to be interested in is the probability that the value is between two numbers, or is greater (or 

less) than some number. In the past situations where distributions that looked like Normal 

distributions came up, we were interested in the probability of getting a certain value or a greater 

(or smaller) one. In fact, if the distribution really were a Normal distribution, we could use the 

Normal distribution to approximate that probability.  

This distribution is the basis for most of the inference procedures found in research journals of 

the 20th century, and really the only practical way before we had computers to toss coins 10,000 

times for us. The Normal distribution still has important applications (Ralph D’Agostino wrote a 

book about them) and you will need to read research in your own field that uses the traditional 

methods, so we will do a bit with the Normal distribution right now. Our goal at this point will 

be mainly to illustrate the probability rules we have studied already.  

Standardization (Normalization) 

Our purpose so far has been to determine how extreme an observed value is, relative to a 

resampling distribution of values, under the null hypothesis (chance) model.  Before computers 

were available, producing that chance distribution was impractical -- it would require lengthy 

sessions dealing cards from a box, or tossing dice. 

Instead, as we noted, approximations to known mathematical distributions were used.  But doing 

so requires "standardizing" data so that all distributions are on the same scale.  We standardize 

(normalize) values in a sample or dataset by subtracting the mean from each, and dividing by the 

standard deviation. 

 

Doing so strips scale and units from the measurement.  For example, instead of saying that a 

person weights 220 pounds, we would say that he weighs (say) 1.8 standard deviations above the 

mean. 



Standard Normal Distribution 

Standard Normal distribution tables provide standardized values on the x-axis.  Cumulative 

probabilities are provided by the area under the standard normal distribution to the left or right of 

any given value.  The usual table (and the one below) are for the standard normal distribution 

which has a mean of 0 and a standard deviation of 1. Typically we use probability rules with the 

table to get a final answer. Many of the printed tables are folded and otherwise compressed to 

lower the page count but this cleverness makes the tables hard to read. You can find such tables 

in most statistics textbooks along with instructions on using the table provided. We will use only 

the very simple table below so we know how to use the numbers rather than how to read a 

particular complex table layout.  

 z   P(Z<z)  

-3  0.001350  

-2  0.022750  

-1  0.158655  

 0  0.500000  

 1  0.841345  

 2  0.977250  

 3  0.998650 

The first row of numbers in the table above says "the probability that a value that follows the 

standard Normal distribution will be less than -3 is 0.001350." So although any number less than 

-3 is possible, such numbers are not very likely.  

The last row of the table says that the probability that z is less than 3 is 0.998650, which is pretty 

likely. In our hypothesis testing we often wanted the probability that something was greater than 

a certain value. We can get that with the rule for complements. The complement of being more 

than three is being less than three, so the probability of being more than 3 is 1 - 0.998650.  

These patterns would allow us to leave off the negative half of the table, and most printed tables 

do that. The Normal distribution is perfectly symmetric: the part above the mean is a mirror 

image of the part below the mean.  

Later we will see more situations where we are interested in results that are above a certain value 

or below a certain value. For example, if a theory predicts that something will be 10.2, then 

values close to 10.2 are consistent with the theory while values far above or below 10.2 are 

evidence against the theory.  



The 95% Rule 

We can use the table to find the probability that a standard normal variable is above 2 or below -

2 with the rule for unions. The table says the probability of being below -2 is 0.02275 and we 

calculated that the probability of being above 2 is also 0.02275. Since these are mutually 

exclusive possibilities, the probability of one or the other happening is 0.02275 + 0.02275 = 

0.04550. Remembering that the standard deviation of the standard normal is 1, a z of -2 means 

we are two standard deviations below the mean. A rule of thumb based on the calculation we just 

did is that about 95% of any normal distribution is within two standard deviations of the mean. 

(We used complements again; 4.55% outside means 95.45% inside.)  

These rules of thumb are widely used for detection of outliers (points unusually distant from the 

mean, and worth of special attention).  

 


